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Abstract
The computing demand of many state-of-the-art scientific applications, such as climate modeling,
astrophysics, high energy physics, structural biology, chemistry, and tele-immersive engineering, will
require the coordinated use of numerous distributed and heterogeneous components, including advanced
networks, computers, storage devices, display devices, and scientific instruments. Such a national
collaborative Grid infrastructure is currently being developed and supported by DOE, NSF, and NASA.
Developing advanced scientific applications for these emerging national-scale Computational Grid
infrastructures is still a difficult task. Although elementary Grid services are available that assist the
application developers in authentication, remote access to computers, resource management, and
infrastructure discovery, these services often are not compatible with the commodity technologies and
frameworks used by application scientists today, or they are too complex to be used by computational
scientists who are not experts in Grid programming. A higher level of abstraction is demanded that
provides advanced Grid services within frameworks that are, and will be, used as part of the scientific
problem-solving process.
We propose to develop and implement Commodity Grid (CoG) Kits that will allow the application
programmer or middleware developer to readily make use of Grid services from a higher-level framework.
We will focus this effort on the development of two CoG Kits; one for Java and the other for Python.
These kits will allow for easier and more rapid application development. They also will encourage code
reuse and avoid duplication of effort among problem solving environments, science portals, Grid
middleware, and collaboratory pilots.
Based on extensive collaborations with application scientists,
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1

Narrative

1.1

Background and Significance

The background for this proposal is based on a variety of factors including the development of
computational Grids, the existence of commodity technologies not yet sufficiently explored by Grid
developers, and the demand by application programmers and users to have a more simplified yet more
powerful interface to the Grid.

1.1.1

Scientific Applications and Computational Grids

The computing demand of many state-of-the-art scientific applications, such as climatologic modeling,
astrophysics, high energy physics, structural biology, chemistry, and tele-immersive engineering, will
require the coordinated use of numerous distributed and heterogeneous components, including advanced
networks, computers, storage devices, display devices, and scientific instruments. Such a national
collaborative Grid [1] [2] [3] infrastructure is currently being developed and supported by DOE, NSF, and
NASA. Such advanced infrastructures enable the coordinated use of distributed high-end resources for
scientific problem solving. Developing advanced, scientific applications for these emerging national-scale
Computational Grid infrastructures, however, is still a difficult task. Although elementary Grid services are
available that assist the application developers in authentication, remote access to computers, resource
management, and infrastructure discovery, these services often are not compatible with the commodity
technologies and frameworks used by application scientists today, or they are too complex to be used by
computational scientists who are not experts in Grid programming. As our extensive experience with
scientific application development indicates [4] [5] [6] [7] [8], a higher level of abstraction is demanded
that provides advanced Grid services within frameworks that are, and will be, used as part of the scientific
problem-solving process. Furthermore, it is necessary to integrate (commodity) technologies in such
applications that are not, and will not , be part of the Grid services developed.

1.1.2

Commodity Technologies

The explosive growth of the Internet and of distributed computing in general has led to rapid technology
development in several domains. In the world of commodity computing, a broad spectrum of distributed
computing technologies (e. g., Web protocols, Java, Python, CORBA, DCOM, peer to peer computing) has
emerged, with revolutionary effects on how we access and process information. Since many of the
commodity technologies have been designed with the goal of increasing usability, code maintenance, and
rapid prototyping, it is natural to integrate and integrate such technologies within the scientific application
development.

1.1.3

The Commodity Grid Project

Although commodity technologies tend to focus on issues of scalability, component composition, and
desktop presentation, scientific application developers utilizing the Grid emphasize end-to-end
performance, advanced network services, and support for unique resources such as supercomputers. The
results of this parallel evolution are multiple technology sets with some overlaps, much complementarities,
and some obvious gaps.
In this context, we believe that it is timely to investigate how the worlds of commodity and Grid
computing can be combined. Hence, we have established the Commodity Grid (CoG) project, with the
5

twin goals of (a) enabling developers of Grid applications to exploit commodity technologies wherever
possible and (b) exporting Grid technologies to commodity computing (or, equivalently, identifying
modifications or extensions to commodity technologies that can render them more useful for Grid
applications).
As part of this project we propose to develop and implement Commodity Grid Kits that will allow the
application programmer or middleware developer to readily make use of Grid services from a higher-level
framework. These kits will allow for easier and more rapid application development. They will also
encourage code reuse and avoid duplication of effort among problem solving environments, science
portals, Grid middleware, and collaboratory pilots.
A Commodity Grid Kit (CoG Kit) defines and implements a set of general components that map or
provide access to Grid functionality within a commodity environment or framework while using common
APIs or protocols. Generally, a CoG Kit will provide additional services that are not available as part of
the basic Grid services.
Hence, we can envision a Web/CGI CoG Kit, a Java CoG Kit, a Python CoG Kit, a CORBA CoG Kit, a
DCOM CoG Kit, and so on. In each case, the benefit of the CoG Kit is that it enables application
developers to exploit advanced Grid services (resource management, security, resource discovery) while
developing higher-level components in terms of the familiar and powerful application development
frameworks provided by commodity technologies. In each case, we also face the challenge of developing
appropriate interfaces between Grid and commodity concepts and technologies---and, if similar Grid and
commodity services are provided, reconciling competing approaches.

1.2

Preliminary Studies

Our team has gained considerable experience in the development of scientific application development and
Grid computing. In particular, we have developed prototype implementations of Commodity Grid kits in
Java and in Python. Nevertheless, considerable development of these prototype implementations in order
to fulfill the diverse requirements of the scientific application developers and users.

1.2.1

General Requirements

During preliminary studies conducted at Argonne National Laboratory, we analyzed the requirements of a
variety of applications that need to create advanced scientific infrastructures, such as in structural biology
and nanotechnology. These application domains require the integration of many technologies from
different fields. Typically they need access to diverse data from a wide range of information sources. The
complex calculations performed on this data require the ability to access compute resources with
significant computational power. Some also require access to proprietary software and hardware installed
on remote machines, making it impossible to perform the calculations elsewhere. Thus, the ability to
incorporate remote computational resources is required. Interactive use requires that computational and
data resources be accessed via high -performance networks; we would also like to be able to enforce

6

distributed computing frameworks, industrial-strength database servers, object-oriented programming
languages and frameworks, and the like.
•

Grid technologies that emphasize effective operation in large-scale, multi-institutional, wide area
environments: access to remote computation, information services, high-speed data transfers, special
protocols (e.g., multicast), and gateways to local authentication schemes.

These considerations led to the question that motivates this proposal: How can commodity and Grid
technologies interface and integrate so as to interoperate --- and, ideally, to enhance the capabilities of
both? For example, we might decide to use Java for application development, but also want to use Grid
services for scheduling and managing computations on a sup ercomputer. Or, if we are using Java, then Jini
might appear to be a good mechanism for resource discovery: but then we face the problem of accessing
data stored in the extensive (currently LDAP-based) Grid information service. The interactions can be
complex and require significant effort to get right. Yet the technology base that exists in each case is
sufficiently large and robust that exploiting these existing mechanisms leads to a significant enhancement
of both Grid and commodity-based technologies.

1.2.2

Web and Computing Portals

The success of the Internet is based largely on easy access to services such as e-mail, chat rooms,
newsgroups, information classification systems, and search engines. Such access is usually exposed
through Web portals that can readily be customized by the user. Similarly members of our team have been
influential in the shaping of technologies of what we call computing p ortals. A portal provides access to
Grid resources through convenient interfaces that are either exposed through commodity Web browsers or
9in case they are not powerful enough) through application-specific customizable application portals. We
believe that the creation of powerful domain-specific computing portals for various scientific disciplines
will encourage the use of advanced computing infrastructure while hiding the complexity from the end
user. The objective is to make the Grid become an appliance whose pervasive nature can be enabled and its
power transferred to the application developers and users. We believe that the ability to easily access the
Grid infrastructure will encourage and support scientific discoveries by domain specialists.
The requirements of the science portals and other applications have motivated us to explore mappings to
several languages. In particular, we are exploring Perl and Python, in order to support easy prototyping and
Web-based programming based on CGI scripts, and Java, in order to support graphical user interface
development, ease of programming, and the ability to run many Grid services through Java-enabled Web
browsers.
We also need to address the issue of accessing Grid services through high-level distributed computing
frameworks defined by industry, so as to allow integration of common off-the-shelf tools and development
environments. Hence, we consider the Common Object Request Broker Architecture (CORBA) and the
Distributed Component Object Model (DCOM) or the most recent .NET technology from Microsoft.

1.2.3

Related Projects

A number of state-of-the-art projects are essential in order to place our suggested proposal.
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Globus Project.
The Globus project is developing fundamental infrastructure technologies needed to build computational
Grids. Grids are persistent environments that enable software applications to integrate instruments,
displays, are computational and information resources that are managed by diverse organizations in
widespread locations. We will leverage this project by reusing the services defined and deployed in Grids.
Computing Portals.
The term computing p ortals has its origin in a set of workshops called “Desktop access to remote
resources” (Datorr), shortly therafter renamed to “Computing Portals Workshops.” These workshops were
organized by Gregor von Laszewski, Geoffrey C. Fox, and Dennis Gannon and have taken place in regular
intervals since 1997. Their goals included the collection of requirements of scientific application
developers to use remote resources from the desktop and to develop an architecture that can be used as a
basis of future integr ation between various projects. Over 45 projects were represented in these workshops.
With the advent of the Grid Forum, and the similar goals for community consensus within the Grid Forum,
these efforts were joint. These meetings are today continued in the Grid Forum working group called “Grid
Computing Environments.” The Web page http://www.computingportals.org continues to serve as the
base for information exchange amongst interested participants. The results of these meetings are still
influential today, as the architecture [9] we defined during the workshops has found wide acceptance and
is reflected in ongoing projects.
Our team contributed to the definition a computing portal architecture and has made two significant
additions that address reusability with users through an administration portal and a designer portal (
Figure 1). While other SciDAC proposals will mostly focus on the top two layers, our proposal will be
focused and the second layer, with some support for the third. The top layer of the architecture consists of
science-centered applications and portals that would be tailored to the application area. The second layer
provides generalized components required by the applications. These components would be applicable
across many scientific domains. Communications between components would follow the loose integration
design principles outlined in Section 1.3.3.
Ongoing portal efforts can be roughly classified in three groups: (a) application portals, such as the NCSA
chemistry portal, (b) job submission and management portals, such as Hotpage and UNICORE, and (c)
enabling portal middleware kits such as the prototype Java CoG Kit and the JSP CoG Kit known as
GPDK. Common to many of these projects is reliance on the prototype Java CoG Kit we have developed.
Currently a number of national and international projects depend on the continuation of these efforts, such
as the ASC Portal, the Alliance Chemical Engineering Portal, and the Structural Biology Portal (as well as
JiPANG that provides an interface to Ninf and Netsolve with the help of the prototype version of the CoG
Kit). To show the current influence on ongoing projects, we have depicted in Figure 2 the dependency to
the actual CoG Kit prototype. Requests to provide additional functionality have been voiced to us from
projects such as Hotpage, the Earth Science Grid, and the Physics and CERN Data Grids. Thus, we are
convinced that this proposal will fill an important gap that is not covered by ongoing projects. As result,
several prototype products designed and/or developed by our research team are in wide use by the
community. Besides including the well-known Globus and Akenti toolkits this also included prototype
version of CoG Kits in Python and Java. Moreover, we have been approached by many of these projects to
increase our effort in providing new functionality and support . The proposed work is intended to
significantly enhance the preliminary research started in this area that has already led to middleware
products that can be reused to design Grid-based problem solving environments, computing portals, and
scientific application.
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Furthermore, we are leading or are in close collaboration with other CoG Kit developments teams in order
to explore the development of CoG Kits supporting Perl/CGI, CORBA, and Java Servelets through JSP.
This extensive outreach activity will make it possible to explore the development and implementation of
standards for these different efforts. Figure 3 shows the position of the Java and Python CoG Kit in
relationship to selected projects. The Figure 3 serves as an overview, guiding the rest of the proposal, and
showing that many portal and application projects have accepted this proposed architecture defined and
presented as part of the computing portals/Grid Forum, which our team is strongly involved in.
Before we show the strong ties to ongoing and planned DOE activities, we summarize a selected set of
work done by other researchers that will have a mutual influence on our planned activities.
Astrophysics Simulation Collaboration Portal
The Astrophysics Simulation Collaboratory (ASC) is working to build a computational collaboratory to
bring the numerical treatment of Einstein’s theory of general relativity to astrophysics. The application of
Einstein’s theory to the study of realistic astrophysical phenomena is such a complex and rich problem that
progress requires major advances in computation, visualization technology, and numerical algorithms.
Moreover, the multidisciplinary nature of both the code development process and the relativistic
astrophysical applications demands advances in computer science technologies to both develop and use
complex simulation codes.
The goal of the ASC portal is to deliver a Web application environment that allows the ASC community to
easily manage the resources, software, and data its members have access to on the Grid. The ASC Portal is
a pure Java application that runs on Java servlets-based technology such as Tomcat. It requires the Java
CoG Kit for performing a variety of tasks, such as managing client side user credentials in a secure
fashion, secure file access and manipulation on remote sites, job composition with RSL, and job
submission through GRAM. Multisite job submission support in a pure Java implementation is required;
and as new Grid services emerge, particularly resource-brokering services, the ASC p ortal will require
Java client libraries to access those services as well. Thus, access to a successful, robust, and well-tested
implementation of the Java CoG is vital to the ASC portal project.
Common Component Architecture Toolkit and Active Notebook, Indiana University
The Common Component Architecture Toolkit (CCAT) is a distributed software component system for
scientific and engineering applications that is based on representing Grid services as application-level
software components. These Grid services provide tools such as registry and directory services, event
services, and remote component creation. The Active Notebook is a system being developed to enable
scientists, application developers, and engineers to manage applications, data, and associated tasks related
via a simple Web interface. The Active Notebook allows users to design and execute (remotely, if desired)
tasks via scripting interfaces to the CCAT services, as well as annotate the results, organize the data
generated by these tasks, and archive the entire experiment for later retrieval.
The ProActive Java Library for Parallel, Distributed, and Concurrent Computing
ProActive [10] provides an MIMD framework using an active object model from a reduced set of simple
primitives. A comprehensive and versatile library is defined for parallel, distributed, and concurrent
programming. In the absence of any syntactical extension, ProActive programmers write standard code.
The library is itself extensible by the programmers, making the system open for adaptations and
optimizations. ProActive is made of standard Java classes and requires no changes to the Java Virtual
Machine, no preprocessing, and no compiler modification; and is based on the RMI Java standard library
while using the prototype Java CoG Kit for remote job instantiation.
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Data Grid and Data Management Project
We expect that a statement to officially develop client software for this project in C and Java will be issued
shortly. Thus the development of this proposal can have additional major international impact while
playing a role in the strategic plan of future activities at CERN and providing a pathway to continuation
beyond the lifecycle of this proposal.
Grid Portal Development Kit
The Grid Portal Development Kit (GPDK) is intended to provide a core set of capabilities for accessing
Grid services. A Web Grid portal is therefore a customizable, personalized web interface for harnessing
Grid services and resources. GPDK provides modular, reusable components for accessing common Grid
services as well as providing a sample template portal that can be easily modified or extended to support
additional services and customized problem solving environments. In an effort to join forces, the developer
of the Grid Portal Development Kit will be part of the funded research activities through this proposal.
Gateway
Gateway is a computational Web portal designed to provide secure access to high performance computing
resources at two of the Department of Defense Modernization Office’s Major Shared Resource Center s
(MSRCs) via a standard Web browser. Gateway is what may be called a “system portal” in that it is
designed to interact with queuing systems, file systems, mass storage system, and the like as objects rather
than supporting programming internally to codes. As Hotpage Gateway uses a primitive interface to
Globus that is not able to expose the full functionality of the Globus resource management API.
Hotpage
The NPACI HotPage is a user portal built using the GridPort Toolkit developed at SDSC that provides
views of a distributed set of HPC resources as either an integrated metasystem or individual machines.
GridPort is being used to provide the foundation for a new job submission portal referred to by SDSC as a
user portal. These Web pages run on any Web browser, regardless of system or geographical location, and
are supported by secure, encrypted login sessions where authenticated users can access their HPC system
accounts and perform basic computational tasks. Users can directly access multiple compute resources by
logging in once. They have secure access to all of their accounts, files, and data, and all interactions are
point -and-click in a Web browser. This enables Web-based supercomputing, which greatly simplifies the
scientific process of running simulations on diverse resources. Members of our research team have
implemented a secure certificate store for this project.
JiPANG
JiPANG (Jini-based Portal AugmeNting Grids) is a computing portal system that provides uniform access
layer to a large variety of Grid services, including other PSEs, libraries, and applications. The system is
built on top of the Jini technology , and each of the Grid services will be incorporated as a Jini service and
be made usable through the portal. The key feature of introducing Jini is that it allows the portal users or
other Jini services to utilize the latest version of the client software to interact with the service provider
without needing to neither install nor update it. This reduces the cost of installation and redundant
development. The Jini service could be developed for a specialized purpose such as resource scheduling,
computation, or visualization. JiPANG enables the development of other specialized science portals with
the combination of these Jini services. This will realize more dynamic and flexible component
programming for Grid computing. In the first release of the system, the Jini service registered with the
portal is managed by the Jini lookup service directly. However, in the next release, a LDAP server to
manage the information of all the Jini services is introduced, being managed by the individual Jini lookup
service, in order to overcome less scalability of the Jini lookup service and its poor pattern-matching
mechanism for the service. Currently various Jini services for Grid systems as well as a common interface
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for accessing client-server Grid computing systems such Ninf and NetSolve in a uniform way exist.

1.2.4

Experience

We are ideally positioned to bring this proposal to a success, as we have demonstrated through product
deliveries and conceptual planning, a strong influence and acceptance within the community. Besides our
strong background in security, Grid programming, and application support, we are actively involved in
several community forums, such as the Grid Forum and Java Grande Forum. Gregor von Laszewski is one
of the co-chairs of the information services working group within the Grid Forum. As information about
the Grid is pertinent to the success of the development of Grid-based applications, knowledge in this area
will be of especial importance. As part of this development, we have already delivered a productionquality information browser that can be included in many portal activities and has been modified for reuse
in several Data Grid projects. This browser was demonstrated at Supercomputing 2000, has received an
award from Novell, and continues to demonstrate its commercial strength while being licensed by
commercial companies.
Our team has been influential in the design and implementation of the Globus Toolkit, either as direct
members or as close collaborators. [11] [12] [13] [14] [15] [16] [17] [18].
The team at LBL has previously worked on the implementation of several NASA IPG application issues
and has experience in design of problem solving environments as well as strong experience in security, as
part of the involvement in the implementation of Akenti [19] and the Grid Forum. [20-22]

1.2.5

Other P rojects

We are in close contact with other portal development groups through active participation within the Grid
Forum. As such, we have achieved agreement about the use of the Grid security infrastructure within
various portal projects and have been actively consulting with other members of the Globus team on the
development of a secure, certificate store known under the name of “MyProxy”, which is now in
production at SDSC as part of the Hotpage activities. Besides DOE-funded projects, we are collaborating
with a variety of other national and international projects to support the vision of the delivery of powerful
middleware components for Grid-based applications. Some of these projects include the design of Grid–
based mobile agent frameworks and exploration of CORBA technologies within a secure Grid framework.
We are aware of the following activities using our prototype implementations or are being influenced by
them: Indiana NCSA Science Portal through CCAT, Astrophysics Collaboratory Portal, MyProxy as part
of Hotpage, Perl CoG, GPDK as an instantiation of a JSP CoG, Ecce, Alliance Portal, CORBA CoGs.

1.2.6

Relationship to Other SciDAC Proposals

We have been approached by a variety of collaborative pilot projects to participate in proposals for reusing
and extending the research suggested within this proposal. Each of these proposals will focus on the
development of a different aspect of CoG Kits:
1. A Network-based Collaboratory for Macromolecular X-Ray Crystallography Using Synchrotron
Light Sources, with emphas is on quality of service and integration with Common Component
Architecture toolkit (performed by ANL, Indiana University, APS, and ALS).
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2. Center for Collaborative Problem Solving in the Earth Sciences Community, with emphasize on
the integration of various information services (performed by PNNL, ANL, University of
Michigan, and NCAR).
3. Advanced Collaboratory for Accelerator Design, with emphasis on the development of a Java
Server Pages CoG Kit (performed by ANL, SLAC, and LBL).
4. The Cosmology Collaboratory Pilot, with emphasis on the development of application specific
Python and Java components (performed by LBL).
We will coordinate our work with these efforts in order to leverage the unique aspects and experience of
each project team. We stress that the set of core components suggested within this proposal is essential for
the support of the efforts listed above.
Additionally, we view this proposal as an important step toward the utilization of the proposed DOE
Science Grid. It will encourage reuse of the infrastructure in an easier fashion by application and
computational science developers who will ultimately provide the environments for the scientific end user.
From our experience, this will lead to a dramatic reduction in code development and maintenance.

CoG Kit Portal Architecture
Application PSE Design
Portal
Portal

Administration
Portal

Application User Portal

Advanced
Design
Components &
Environment
Services

Collaborative
Session
Management

Problem
Session
Management

Data
Management

Job
Management
Scheduling

Administration
Service

Submission

CoG Toolkit
Mapping &
Interfaces
to existing
and new
Grid
Services

Authentication

Caching

Job
Submission

QoS

Installation

Discovery

Reservation

File Transfer

Repository

...
Authorization

Infrastructure
Monitoring

Grid
Services

Compute
Services

...

Network
Services

Data
Services

Information
Services

Figure 1: The suggestion of the CoG Kit Project for a portal architecture.
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1.3

Research Design and Methods

We propose to develop and implement Java and Python Commodity Grid (CoG) kit s that will allow
application programmers or middleware developers to design and implement science applications Web
portals and problem solving environments while using commodity technologies and Grid services. These
kit s will allow for easier and more rapid application development. They also will encourage collaborative
code reuse and avoid the duplication of effort among problem solving environments, science portals, Grid
middleware, and collaboratory pilots.
Within this proposal we will be following the complete software engineering cycle of requirement
analysis, design, implementation, evaluation, deployment, outreach, and support. Our activities leverage
prototype implementations and research. We collaborate with ongoing projects and Grid Forum activities
to meet many requirements posed by the commun T.
In this section, w
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Our initial emphasis will be on developing CoG Kits for two technologies: Java and Python. We base this
decision upon three factors:
•

•

•

A survey was conducted among already funded scientific applications and various application groups
who expressed the intention of submitting proposals in response to the SciDAC call. The results of the
survey underscored the importance of selecting commodity-based technologies that would be easy to
learn and to use. Java and Python were clear favorites.
In existence are prototype CoG Kits in Java and Python developed by the PIs and their coworkers. The
prototypes demonstrated that much work remains to be done, but that application scientists are keen on
reusing the software in a variety of projects. Lessons learned from the development of these prototypes
will result in more mature products.
There is recognition that the success of this project will be measured by the widespread use of the CoG
Kits in the scientific community. Our requirements analysis indicates that we need to consider
frameworks that allow rapid prototyping of complete applications and new components to demonstrate
the usefulness of using additional software within the scientist’s projects.

Clearly, the chosen technologies and frameworks must emphasis ease of use and code reuse in local
environments. The ability to design graphical components, component libraries, and object-oriented
frameworks and industry-accepted distributed computing frameworks, as well as the ability to interface
with industrial-strength database servers, is important to guarantee acceptance and reuse by the application
scientists. Our initial activities in the development of CoG Kits indicate that the Java and Python languages
meet these requirements.
Java as a commodity technology provides some additional motivating features, including access to objectoriented features supporting events and exceptions, access to sophisticated third-party libraries (including
high-performance access to databases, and directories) and strong usability with the development of
servlets to support Web portal development.
As a high-level interpreted language that is currently used extensively in the high-performance computing
world, Python is ideally suited to access Grid services. It offers an object-oriented framework with the
ability to rapidly prototype applications and components and an extensive set of class libraries for
accessing databases and directories, and for manipulating XML, remote RPC using SOAP, and so forth.
As a result, we propose to develop CoG Kits for Java and Python that enable application developers to
exploit advanced Grid services while developing higher-level components in terms of a familiar and
powerful application development environment. In each case, we face the nontrivial challenge of creating
appropriate interfaces and mappings between Grid and commodity concepts and technologies and, if
similar Grid and commodity services are provided, reconciling competing approaches.
The combination of commodity and Grid technologies can, in principle, enable exciting new applications
that tie advanced network-accessible resources into the commodity desktop. Our goal in the Commodity
Grid project is to enable these opportunities to be realized in practice. Our research approach involves an
iterative process of definition, development, and application of Commodity Grid Kits (CoG Kits): sets of
general components that map Grid functionality into specific commodity environments or frameworks.
The word map is important: the integration of Grid and commodity technologies is not simply an interface
definition problem but rather is concerned with how Grid concepts and services are best expressed in terms
of the concepts and services of a particular commodity framework. To quote a simple example, in the
Globus Toolkit on which we are building our prototypes, remote computation management is handled via a
procedural API and callbacks; in the Java CoG Kit, the same functionality is provided via a Job object and
Java events.
Java as a commodity technology provides some additional motivating features, including access to objectoriented features supporting events and exceptions, access to sophisticated third-party libraries (including
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high-performance access to databases, and directories) and strong usability with the development of
servlets to support Web portal development.
As a high-level interpreted language that is currently used extensively in the high-performance computing
world, Python is ideally suited to access Grid services. It offers an object-oriented framework with the
ability to rapidly prototype applications and components and an extensive set of class libraries for
accessing databases and directories, and for manipulating XML, remote RPC using SOAP, and so forth.

1.3.2

General Approach

As part of our design and research methodology we have identified the following necessary steps to
achieve our goals.
Verifying Requirements
We will iterate with application scientists to find answers to the following questions: What additional
commodity technologies provide immediate benefit for ongoing scientific application development? What
are the features of the commodity technology that an application developer benefits from? How can Grid
services easily be integrated into the commodity technology so that reuse is encouraged? What higherlevel services have to be developed on top of the current services to simplify programming in a Grid
infrastructure? What additional basic Grid services need to be supported to simplify integration within a
particular commodity technology? How can different commodity technologies be utilized?
Providing Access to Basic and Advanced Grid Services
We expect to base most of the initial services on the Globus Toolkit while developing reusable
components accessing resource management, data management, and security services as defined in the
current generation of deployed Grid services. These components will use established protocols, such as
those used in the Grid Security Infrastructure and in the Grid Information Services, to provide maximum
portability as well as interoperability. The access to these protocols will be hidden through easy-tounderstand but sophisticated object technologies.
Providing Extensibility through Componen t Hierarchies and Repositories
Each component developed as part of the CoG Kit can be reused in a hierarchical fashion to create new
components implementing new services. This bottom-up approach allows us to develop prototypes as part
of the iterative software engineering process used in many of the scientific applications and enables us to
identify additional requirements and features that need to be supported early on in the project. Component
Repositories will allow the location and reuse of developed components across application projects.
Providing Critical Support for Science Portal Development
The demand for Web portals to access Grid resources makes it necessary to develop components that ease
access to Grid technology from state-of-the-art Web servers. The current CoG Kit prototype has been
essential to the success of several portal projects, including the KDI and ASC astrophysics portals, the
Alliance chemistry and mechanical engineering portals. Besides improving the maturity of these basic but
essential portal components, we will develop a common reusable portal template. This will be used to
develop new components that allow a framework and commodity technology independent way of defining,
using, and deploying portals.
Providing a Mature Set of Components Usable in Visual Development Tools
Both Java and Python provide frameworks for developing and reusing components as part of open source
commercial-strength graphical development tools. We intend to exploit this feature by designing the
component s so as to allow their use in these tools (e.g. JavaBeans). Instead of being targeted to a
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particular framework, the components will be specified in a markup language that gets translated into the
appropriate GUI framework dependent on the commodity technology. The graphical components delivered
for Java and Python will have similar functionality, to simplify cross-platform portability problems.
Providing extensive outreach activities
To distribute our work in the community we will collaborate with a number of projects to guide them in
using the technology developed in the course of this project. We will transition the project to an open
source model in order to encourage others to participate in the collaborative design of components.

1.3.3

Detailed Approach

Next we outline major tasks that we will perform to achieve our objectives
Layered Architecture of the Java and Python CoG Kit
,
We will provide CoG Kits for Java and Python that are based on a layered architecture already
successfully tested in our prot otype implementations. This layered architecture supports an iterative
process of definition, development, and the use of the CoG Kits in collaboration with other teams. We
classify the components in this layered architecture based on their reuse of other components within the
CoG Kit. This categorization provides the necessary subdivision in order to coordinate a future move from
a closed development team to an open source model that will be instrumental in the technology transfer.
Furthermore, the classification of components in these layers will simplify reuse as the developer may
easily restrict the search of a component in the expected large component repository to a particular layer.
We distinguish the following layers:
Elementary Grid Components and Services provide mappings to commonly used Grid services. These
services include the Grid information service (via the Globus Metacomputing Directory Service, MDS
[23]), which provides Lightweight Directory Access Protocol (LDAP) access to information about the
structure and state of Grid resources and services; resource management services, which support the
allocation and management of computational and other resources (via the Globus GRAM services [24]);
data access services (via the Globus GASS service [25]); and security services (as via the Grid Security
Infrastructure [26]).
Advanced Grid Components and Services are utility functions designed to simplify access to the low level
Grid interface components. These utility components encourage reuse and provide an additional level of
abstraction. Examples are components that implement frequently used services such as to find all compute
resources that a user has accounts on and has the ability to submit jobs to; that prepare and validate a job
specification while using the extended markup language (XML) [27] [13] or the Globus job submission
language (RSL); that locate the geographical coordinates of a compute resource; or that test whether a
machine is alive. We assume that a large number of useful components will be identified during the
duration of the project and that these components will be shared in a component repository with
appropriate description to encourage reuse.
Elementary Grid GUI components provide basic functional components to build graphical applications.
An example of such a component is a panel that display s a directory tree of a remote filesystem. Such a
panel can be used to implement an advanced Grid GUI component to manage Grid FTP processes as
shown in Figure 5-5. The fine-grained availability of such components will allow the Grid application
developer to use powerful (and commercial) integrated development environments such as Forte, allowing
the user to assemble new JavaBean-based application rapidly and lowering the burden to the user of
dealing with the complex details of graphical user interface development. Other examples include
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level components, such as Grid scheduling tables similar to the well-known UNIX top or graphical
components to allow displaying the dependencies between jobs through direct acyclic graphs. We will also
develop a component called Graph Enabled Console COmponent (GECCO) (Figure 5-8 and Figure 5-9)
that has been prototyped as part of the Java CoG Kit and is. In contrast to many other similar efforts this
component includes debugging capabilities for execution of workflows within the Grid. Furthermore, we
will provide a convenient datatype allowing to abstract jobs and their dependencies and a schedule. This
abstraction can then be used by other Grid developers to implement their own scheduling algorithms
without changing the look and feel of the graphical components reused by the different projects.
Grid ML and Grid UML
One of the additional benefits of using Java and Python is the availability of UML editors that can be
bound into application development tools. Our intention is to develop a Grid markup language (GridML)
that is based on the Grid Object Specification (GOS) and XML schemas. Furthermore, we intend to use
UML to describe the sometimes complex interaction between Grid resources in order to evaluate whether
it is possible to use these technologies to automatically generate Grid applications specified with UML.
We believe this is possible and would allow us to have an additional abstraction layer that supports the
design of distributed applications within a framework accepted as industry standard.

Grid Components, Beans, and Integrated Development Environments
While casting many of the services that we will develop or access as components, we have the unique
opportunity to reuse integrated development environments in Java and in Python to decrease the
development cost of designing Grid-based applications dramatically while using proven industry-strength
tools. This strategy is especially important for targeting user communities that are not familiar with many
of the details to develop such complex programs. The use of graphical components will further support the
usefulness of the component design within the CoG Kits. We will develop a guide on how to design proper
CoG Kit components, as we have observed in the past that the definition of proper commodity component
design as performed by industry has not been understood widely among research projects. Once such
guidelines are in place we intend to maintain a component repository that will allow multiple proj ects to
contribute to it and ease the transition of the CoG Kits to an open source model.

CoG Kit Security Components and Services
One of the most important aspects of developing Grid-based applications is to develop an appropriate
security infrastructure. We believe that the Grid Security Infrastructure (GSI) is a good starting point and
that access to it will enable us to reuse the existing and planed Grids based on it.
Nevertheless, to utilize this infrastructure, client applications must be able to access them. For the
development of computing portals, Java provides the ability to reuse sophisticated security libraries as
successfully used in e-commerce and the development of secure Web sites. These protocol-based solutions
also make it possible to launch the application in state-of-the-art Web browsers such as Internet Explorer
and Netscape. Because of the increasing importance of e-commerce we observe a growing set of
commodity tools supporting secure access to remote resources. We intent to utilize these newest
commodity technologies and integrate them in our CoG Kits. As part of this strategy, we will perform
research in the following areas:
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Java CoG Kit support for multiple security protocols. In Grids is common to communicate with different
resources using various security mechanisms and protocols. This type of communication requires clients
capable of understanding multiple security protocols. Currently, CoG Kit clients are developed with one
security protocol in mind. We will implement clients that are able to communicate over various security
protocols, thus providing an additional abstraction layer for CoG Kit users. We intend to further
investigate this issue together with the appropriate groups from ANL, LBL, and SNL. Our first
implementation step will be to provide the ability to provide an interoperable security layer within CoG
Kits to seamlessly use GSI and Kerberos V5. However, we plan to design this framework in such a way
that our clients will be able to dynamically load different protocols while defining new security
abstractions and interfaces.
Java CoG Kit support for multiple credentials. Because of the structure of Grids and their maintenance as
part of multiple domains several certificate authorities will be in place, making it difficult for application
users to combine resources from the different domains. We will provide tools that make it easier for user s
to deal with the problem that current Grids services require multiple user and credential support. Though
we are able to perform this task with our current prototype implementation, it is still somewhat inefficient
and error-prone.
CoG Kit security support for portal and Web developers. We will develop a GSI security module for the
Apache Web server, allowing portal designers to have access to GSI directly from a Web server. This will
be of great benefit, because the same credentials can be used to authenticate to the web server or remote
compute resources accessed through a Globus gatekeeper. Thus a Web server can be acting like a Globus
gatekeeper and perform delegation. The Web server, then, will be able to act in behalf of the user, which
then could be used by a CGI program to (for example) submit a job to a Globus gatekeeper on behave of
the user. Though this task is not directly related to Java or Python, we feel that it will become quickly
increasingly important in order to support other portal development groups, including SDSCs Hotpage.
CoG Kit smart card support. Our experience with sophisticated application users from various synchrotron
radiation users such as structural biologists, nanomechanical engineers, and computed microtomographers
has shown that the use of smart cards or Java Buttons within such an environment is easily understood by
the users to provide an additional layer of security. This layer is necessary as to protect access to
potentially harmful instruments as well as to protect data for unauthorized access. We will provide a
solution for these advanced user communities that will be available for reuse within other Grids and could
lead to wide deployment. At the same time our team will continue to support and lead the development of
a certificate store as used by application groups that can and do not want to use a smart card/button
solution such as the SDSC Hotpage.
CoG Kit support for secure communication services. A great benefit of using Java and Python is that
sophisticated interfaces to secure socket libraries exist. These will allow application scientists to minimally
change their codes to incorporate secure and not secure communications between two peers. We will
provide necessary documentations to guide application users in using these services.

Grid Gatekeeper for Microsoft Windows
The availability of the Java CoG Kit has several advantages for developing future Grid-based applications.
The assumed platform independence of Java and its increased popularity provide the basis for develop ing
Grid services that can be performed on the server side. Since Java performs well on the Windows
operating system, it is an obvious candidate for delivering a Globus server-side implementation, hence
allowing jobs to be submitted to any Microsoft Windows machine as long as it is integrated in the Grid.
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Nevertheless, we will continue to monitor the strategy of Microsoft with regard to the support of the .NET
technology on other operating systems, in order to choose the technology most suitable for this task at the
time of the project start.

1.3.4

Use of Collaboratory Technologies

The project management will make extensive use of collaboratory technologies as well as face-to-face
meetings. Supporting infrastructures such as the Access Grid will help to keep the travel costs low while
increasing the collaborative work necessary to design the components between the members of this project
group, as well as who will be reusing our software.
The source and documentation will be maintained in a secure repository.
Several important deliveries within this proposal, such as the development of GSI enabled Web servers
and easy -to-start applications to utilize Grid infrastructure collaboratively, address the use of collaborative
technologies explicitly.

1.3.5

Management Structure

We propose that this distributed, multilaboratory DOE Science Grid team be directed by the Principal
Investigator, in close consultation with the Co-Investigators, and that it receive guidance from a DOE
Science Grid Advisory Council representing both the SciDAC ETC and Collaboratory communities and
the Grid R&D communities.

1.3.6

Tasks and Milestones

We envision a software cycle of three releases per year.
•
•

•
•
•
•
•
•
•
•
•
•
•
•

(y1/q1) Perform a requirement analysis with application scientists.
Provide access to basic and advanced Grid services.
a. (y1/q2) Gram
b. (y1/q2) MDS
c. (y1/q1) Security
d. (y2/q4) Co-scheduling
Provide framework ext ensibility through the definition of component hierarchies and repositories.
a. (y1/q4) Component guidelines
b. (y2/ q2) Component repository
Provide critical support for portal development teams: first release y1/q3, second release y2:q1
Provide a mature set of components that can be composed with visual development tools.
a. (y3) Job flow and Grid debugger, prototype in y1 with collaboration with other projects
b. (y3) Grid desktop y3, prototype in y2
(y1/q2) Provide a framework for developing interoperable portals.
(y2) Provide a framework for automatic installation and upgrade of advanced Grid services.
(y1) Provide Grid server functionality for compute resources running Microsoft Windows.
(y2) Research an interoperability framework for multiple security protocols.
(continuously) Interact with the community through participation in related workshops.
(continuously) Outreach through presentations and tutorials at conferences.
(continuously) Perform a technology watch to integrate new commodity technologies.
(y2/q1) Involve the community through an Open Source project.
(continuously) Participat e and track of activities within the Global Grid Forum.
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•
•

(continuously) Participat e in the submission of standards from this project to Grid Forum.
(y3) Evaluate project.

1.3.7

Technology Transfer and Application

Adherence to Standards
We will base this architecture on well-known standards and already available Grid components. Hence, we
guarantee the support of new technologies in the near and distant future. We will utilize and explore
standards as the use of XML, WebDav, WSDL, WSFL, SOAP, HTTP, LDAP, SQL, SSL, SASL, and
others within the development of our deliverables. As indicated previously, we will continue to engage in
the definition of standards as part of the Grid Forum, to ease the transition to other projects and to increase
the usage of the CoG Kits within the community.
Outreach
Documentations, tutorials, and presentations will help to educate the community in using CoG Kits.
High -Quality Software
We will use recognized software engineering practices and use component technologies from Java and
Python to simplify the code maintenance, installation, and the use within industrial-strength interface
development environments. All these will help to ensure the high quality of the software.
Component Repository
As part of our initial activities, we will also maintain a code repository for CoG Kit contributors as an open
source project. We expect that the availability of such a community service will increase the international
participation. Contributions will be made on a voluntary basis from those using the CoG Kits.
Open Source Model
During the lifetime of the project we intend to transition the code maintenance to an open source model to
encourage further code contributions.

1.3.8

Evaluation Criterion

We address specifically the evaluation criteria voiced in the call.
Potential to make impact in the effectiveness of SciDAC applications researchers:
We address this issue in section 1.2.3 and 1.2.6 and augment this with the Figure 2 and Figure 3. We can
point to a strong history of support from a variety of current projects as listed partially on
http://www.computingportals.org.

The degree to which an application area can benefit from the technology:
The application area will benefit by being able to utilize a developed middleware component that allows
integrating commodity technology with Grid technology. This includes the possibility of designing
sophisticated Web portals and Web portal development kits as well as the reuse of software to ease rapid
prototype development. Identification of a showcase application.

The extent to which the project will test important collaborative technologies:
The fundamental issue of this proposal is to utilize Grid infrastructure in a collaborative fashion.
Furthermore, we will develop and integrate technologies that are used as part of the access Grid.
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Extent to which the results of the project are extensible to other program or discipline areas:
Since we will develop reusable middleware components, the result from this research will be suited
excellently to be reused in ot her programs or disciplines. The prototype development of the Java CoG Kit
proves this already.
Degree to which the project adheres to management philosophy of incorporating collaboration into the
project execution:
As indicated in Section 1.3.5 the project will reuse advanced collaborative tools such as the Access Grid.
The plentiful connections between the various projects will encourage efficient use of collaborative tools
to interact with the various groups. Our team has plenty of experience in doing so.

1.3.9

Connections

The proposed project leverages and supports a collection of projects and proposals that will together
provide a collective set of components that can be reused for the design of scientific applications, problem
solving environments, and scientific portals. A number of application projects targeting the Grids have
committed to reusing CoG Kits and to assisting us with CoG Kit evaluation within their application
domains. In addition, several international application projects have approached us to collaborate with
them on integration of the CoG Kits into their software base. Furthermore, we have been approached by a
variety of collaborate pilots to participate in proposals for reusing and extending the research suggested
within this proposal. Each of these proposals will focus on the development of a different aspect of CoG
Kits:
•
•
•
•

A Network-based Collaboratory for Macromolecular X-Ray Crystallography Using Synchrotron
Light Sources, with emphas is on quality of service and integration with Common Component
Architecture toolkit (performed by ANL, Indiana University, APS, and ALS).
Center for Collaborative Problem Solving in the Earth Sciences Community, with emphasis on the
integration of various information services (performed by PNNL, ANL, University of Michigan,
and NCAR).
Advanced Collaboratory for Accelerator Design, with emphasis on the development of a Java
Server Pages CoG Kit (performed by ANL, SLAC, and LBL).
The Cosmology Collaboratory Pilot, with emphasis on the development of application specific
Python and Java components (performed by LBL).

We will coordinate our work with these efforts in order to leverage the unique aspects and experience of
each project team. We stress that the set of core components suggested within this proposal is essential for
the support of the efforts listed above. Additionally, we view this proposal as an important step toward the
utilization of the proposed DOE Science Grid Collaboratory. It will encourage reuse of the infrastructure in
an easier fashion by application and computational science developers who will ultimately provide the
environments for the scientific end user. From our experience, this will lead to a dramatic reduction in
code development and maintenance.
The support of this proposal will benefit the following other projects:
•

CCAT, KDI/ASC Portal, Cactus, Hotpage, IPG Launch Pad, NCSA Alliance Chemistry Portal,
Indiana Portal Activities, Mississippi State Portal, JiPANG, ProActive [32].

We will work closely with and complement the activities of other Grid projects within the U.S. and
worldwide, such as NASA IPG, ASCI’s DISCOM, and the EU’s UNICORE and Data Grid project. This
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coordination will be achieved through personal contacts and through the interaction in the Global Grid
Forum.

1.3.10 Management
Our main participants are drawn from a focused group of researchers at Argonne and Lawrence Berkeley
National Laboratories. The members of the team have already contributed to the development of Grid
servicedinatiGe 9.7Jack are dr49rom a focuse h W Tw ( ) T,are dr Tw (Forum.) 0sed group28
tor5 T78.75 -10.5 TD -0.0926 Ty
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LBL BUDGET JUSTIFICATION
Cost estimates have been presented in this proposal to be comparable to other research institution's
proposals. At Lawrence Berkeley National Laboratory (LBNL), actual costs will be collected and reported
in accordance with the Department of Energy (DOE) guidelines. Total cost presented in this proposal and
actual cost totals will be equivalent.
DIRECT COSTS
Senior Personnel - Item A.1-6
The salary figure listed for Senior Personnel is an estimate based on the current actual salary for an
employee in her/his division plus 5% per year for inflation.
Fringe Benefits - Item C
Fringe Benefits for LBNL employees are estimated to be the following percent calculated on labor costs:
Career Employees - 16.6%, Visiting Postdoctoral Fellows - 10.3%, GSRAs - 20.5%,
Students/Other - 3.7%
Travel - Items E.1
The senior staff members plan to attend two domestic technical conferences/workshops in the areas of
research and one international technical conference covered by this proposal estimated at $1,500 each for a
total cost of $4,500. Total cost includes plane fare, housing, meals and other allowable costs under
government per Diem rules.
Other Direct Costs - Item G.6
The estimated cost of telephone, space, computer usage, etc., calculated on person-months directly
associated with the project.
INDIRECT COSTS - Item I
Organizational Burden
Use of organizational burden pools in LBNL Computing Sciences (CS) Division is the approved method
for collection and distribution of indirect costs associated with personnel. These pools are established to
collect costs associated with personnel engaged in a single operation or several closely related operations.
The objective is to establish uniformity and compatibility in recording, distributing, and reporting
organizational burden. The types of costs, which can be charged to these pools, are labor and labor-related
costs of secretaries, division administration and general materials/service costs such as environmental,
safety, and health, finance and budget provided for the general benefit of a division. The estimated LBNL
CS Organizational Burden rate is 18.4% and is calculated on all CS research salaries.
Other LBNL on-site indirect estimated costs are as follows:
Material Handling - 4.2% calculated on all items received via Lab
Receiving Department
Procurement Burden - 3.9% calculated on all procurements purchased by
Lab Procurement Department
Site Support - 21.1% calculated on all costs except travel
General & Administrative - 19.3% calculated on all costs
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April 1984 - Nov. 1990 Financial support for the graduate studies in Germany by the Federal Republic of
Germany for outstanding grades.
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3
3.1

Facilities and Resources
Argonne MCS Facilities

Argonne MCS facilities include major parallel computing systems, I/O subsystems, visualization
subsystems, advanced display environments, collaborative environments and high capacity external
network links. A 574-processor Linux cluster, a 128-processor Silicon Graphics Origin 2000/Onyx 2
system with 12 Infinite Reality 2 graphics pipelines, and an 80-node IBM SP serve as the primary
computation engines and are supported by hierarchical storage with approximately 2.5 TB of disk and a 60
TB tape robot. The SGI serves as the primary visualization server in addition to its use for large
computational science experiments. All subsystems, as well as desktop workstations and various servers,
are interconnected at gigabit ethernet speeds.
For high-end visualization, MCS maintains multiple immersive virtual reality devices including a 4-wall
CAVE and 4 ImmersaDesks connected to a video-switching infrastructure that allows the disp lay devices
to be driven by either the SGI Onyx 2 or the Linux cluster. MCS also has three large-format mega-pixel
tiled displays, one with ~11 million pixels, and two compact versions with ~3 million pixels each.
In addition, MCS currently supports four group -to-group collaboration environments (Access Grid nodes).
The Access Grid is an ensemble of resources that supports group-to-group human interaction across the
Internet. It consists of large-format multimedia displays, presentation and interactive software
environments, interfaces to middleware, and interfaces to remote visualization environments. The Access
Grid promotes group-to-group collaboration and communication for 3 to ~20 people per site with 2 to ~10
sites per session. Large-format displays integrated with intelligent or active meeting rooms are a central
feature of Access Grid nodes.

3.2

Lawrence Berkeley National Laboratory Facilities

In addition to desktop workstations used by members of NERSC's High Performance Computing Research
Department , NERSC has also established various computing and storage systems for research and
development. Most relevant to this project are the Mass storage facilities. In addition to the NERSC
production system, NERSC offers the Probe system for performing R&D tasks. Probe is an HPSS
research and development project undertaken jointly by Oak Ridge National Laboratory and NERSC. The
Probe collaborative effort provides a wide-area distributed-storage testbed for High Performance Storage
System research. NERSC's Probe equipment consists of IBM servers, a Sun mover, Sun and StorageTek
disk arrays and a beta-test tape robot connected to both NERSC's production systems and Oak Ridge. In
addition to these facilities, the Scientific Data Management Group has a dedicated Sun 450 4-processor
machine with 300 GB disk storage. This machine will be used for development work of the Request
Manager for this proposal, as well as for installing Globus middleware software, and for usage of the
Hierarchical Resource Manager (HRM), as needed in this project
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